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ABSTRACT Identification safe landing zones (SLZ) for Uncrewed Aerial Vehicles (UAVs) is important
to ensure reliable and safe navigation, especially when they are operated in complex and safety-critical
environments. However, this is a challenging task due to obstacles and UAV motion. This paper proposes
a vision-based framework that maps SLZs in dynamic scenes by integrating several functionalities for
analyzing visually static and dynamic aspects of a scene. Static analysis is achieved through context-aware
segmentation which divides the image into thematic classes enabling to identify suitable landing surfaces
(e.g., roads, grass). For dynamic content analysis, we combine object detection, tracking, and trajectory
prediction to determine object occupancy and identify regions free of obstacles. Trajectory prediction is
performed through a novel encoder–decoder architecture taking past object positions to predict the most
likely future locations. To ensure stable and robust trajectory prediction, we introduce an optimized homog-
raphy computation using multi-scale image analysis and cumulative updates to compensate UAV motion.
We tested our framework on different operational scenarios, including urban and natural scenes with moving
objects like vehicles and pedestrians. Obtained results demonstrate its strong performance, and its significant
potential for enabling autonomous and safe UAV navigation.

INDEX TERMS Uncrewed aerial vehicles (UAVs), automatic UAV navigation, safe landing zones (SLZ),
dynamic environments, object tracking, object trajectory prediction.

I. INTRODUCTION
UAVs have become important for a wide range of application
domains, such as surveillance, agriculture, disaster response,
and environmental monitoring [1]. Their capability to operate
in complex and potentially inaccessible or dangerous environ-
ments has unlocked unprecedented opportunities for rapid and
safe intervention [2], [3]. Given their wide adoption, it is im-
portant to guarantee high safety navigation standards, starting
from avoiding collisions during UAV landing operations. This
is valid for normal landing at the end of routine missions, or
to react to hazardous conditions, equipment failure or signal
disruption [4], [5]. However, this is a challenging problem,
especially in dynamic environments where moving obstacles

and UAVs calls for dynamic and continuous assessment of the
scene to avoid potential collisions with obstacles [6], [7].

Safe landing zones (SLZ) identification for UAVs presents
a tremendous challenge, especially in dynamic scenes charac-
terized by concurrent UAV and obstacle movement [8], [9].
Although important, a purely static scene analysis is insuffi-
cient, as areas that initially appear safe can quickly become
risky for landing due to surrounding objects motion [2]. Thus,
SLZ not only requires identifying flat and spacious zones
during landing, but also to constantly monitor moving objects,
like pedestrians and vehicles, and try to predict their trajec-
tories to avoid potential collisions [10]. An effective SLZ
identification framework, therefore, must integrate real-time
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FIGURE 1. Representation of the different modules constituting our pipeline for safe landing zones prediction in dynamic environments.

static and dynamic analysis to achieve situational awareness
and comprehensive visual understanding, enabling adaptive
and risk-aware landing decisions [3], [11], [12]. Finally, SLZ
systems must account for a wide range of environmental
conditions, such as varying illumination, changing weather
conditions and domain shifts induced by variable scene con-
tent (e.g., urban versus natural scenes).

Existing studies in dynamic scene analysis for UAVs have
primarily focused on tasks such as moving object detection,
multi-object tracking, and trajectory prediction, which are
essential for navigation and collision avoidance [13]. Recent
advances include deep learning–based solutions for UAV ob-
ject detection and tracking from aerial imagery [14], [15], and
future motion forecasting for pedestrians and vehicles [16],
[17]. These methods provide valuable insights for under-
standing dynamic environments. However, these works do
not explicitly address safe landing zone identification, where
the UAV must not only perceive dynamic objects but also
guarantee that a physically flat, reachable, and dynamically
unobstructed area is available. Thus, ensuring safe landings
requires integrating semantic terrain understanding with real-
time multi-object tracking and trajectory forecasting [18]. In
other words, combining statistic and dynamic analysis com-
ponents can enable the UAV to verify that a zone identified as
safe remains clear and accessible for landing, an aspect still
underexplored in the current literature of UAV vision-based
navigation.

To address the challenges of safe UAV landing in dynamic
environments, we propose a novel vision-based framework

that unifies multi-scale semantic segmentation, real-time dy-
namic object tracking, and short-term trajectory forecasting.
To enable stable and consistent SLZ prediction under UAV
motion, the framework incorporates a homography-based mo-
tion compensation module. Unlike traditional approaches that
rely solely on static terrain analysis or predefined safe zones
using either object detection or segmentation in isolation, our
framework jointly integrates static scene understanding, dy-
namic object analysis, and trajectory forecasting. We assume
that the dominant landing surface can be locally approximated
as planar, which is a reasonable hypothesis for roads, pave-
ments, and parking areas, and that the UAV follows relatively
smooth motion to support reliable short-term prediction of
object occupancy. Under these assumptions, the framework
can proactively identify and continuously update SLZs that
remain free of transient obstacles, even in complex and rapidly
evolving environments.
� We propose a vision-based framework for SLZ map-

ping in UAV navigation that combines object detection,
context-aware segmentation, and motion prediction to
identify collision-free zones. The overall SLZ map-
ping architecture, illustrated in Fig. 1, comprises a
segmentation module, an object detection and trajec-
tory forecasting module, and a final SLZ visualization
stage. All these modules are based on deep learning and
pre-trained in task-specific datasets. Their combination
enables accurate landing safely mapping in complex,
dynamic environments without relying on external local-
ization systems.
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� To account for UAV motion, we introduce an optimized
homography computation approach leveraging multi-
scale patch-based inter-frame content matching and
homography updating. By reducing distortions caused
by UAV dynamics, our framework ensures a more
robust and accurate object trajectory prediction. To ac-
count for uncertainties of trajectory prediction, we use
an uncertainty-aware forecasting method that estimates
both the expected position and confidence bounds of
moving objects. The system can, therefore, proactively
adjust safety envelopes and exclude high risk areas from
potential landing zones.

� Our approach has been rigorously tested across different
real-world scenarios, including urban roads with moving
vehicles, suburban roads featuring mixed pedestrian and
bicycle motion, and parks. In each setting, we evalu-
ated key performance metrics for each module of the
pipeline, starting from semantic segmentation to object
detection, tracking and trajectory prediction. Finally, we
evaluate the quality of the safe landing mapping ac-
counting for static and moving obstacles. As with most
vision-based systems, performance may degrade under
extreme camera motion, heavy occlusions, or strong do-
main shifts; nevertheless, the proposed design remains
effective across a wide range of practical landing sce-
narios. Quantitative and qualitative results demonstrate
that our framework performs well in different scenes,
which underscores its usefulness for predicting SLZs in
dynamic environments.

The rest of the paper is organized as follows: Section II
presents related work. Section III presents our methodology.
Section IV presents the experimental results. We end the paper
with a conclusion and future work perspectives.

II. RELATED WORKS
A. VISION-BASED SLZ IDENTIFICATION
Identifying Safe Landing Zones (SLZs) for UAVs remains a
complex and safety-critical task, particularly in dynamic and
unstructured environments. Recent research leverages deep
learning techniques such as semantic segmentation, depth
estimation, and risk-aware mapping to detect obstacle-free,
flat regions suitable for landing. Lightweight segmentation
models [19], [20] and deep regression approaches [21] allow
efficient safety scoring, while depth estimation methods, both
supervised and self-supervised [22], [23], enhance 3D terrain
understanding. Sensor fusion combining LiDAR and camera
inputs [10] further improves robustness scene understanding
in complex environments. Emergency-focused strategies [24]
and vision-based landing systems [25] integrate detection,
trajectory prediction, and control to facilitate rapid, context-
aware landings under constrained conditions. Recently, con-
tributions like UAVid [26] and synthetic datasets [22], [27]
play a pivotal role training efficient segmentation and ob-
ject detection models, notably by using transfer learning

approaches [28]. Nevertheless, severe domain shift and lim-
ited annotated data remains a persistent issue.

To reduce exclusive reliance on GPS navigation, vision-
based approaches have focused on crowd and human detection
to avoid potential collisions during landing, especially in pop-
ulated areas during delivery operations. For instance, [29]
and [30] proposed deep learning approaches based on con-
volutional neural networks (CNNs) to detect humans and
crowded areas. To further enhance deployment in the UAV
platforms, lightweight architectures [31] and advanced ob-
ject detectors like YOLO-based models [32], [33] have been
proposed to detect individuals or crowds in real-time. This
enable the UAV to identify a sort of no-fly-zone areas and
facilitate trajectory planning and safer navigation. Finally,
multiview strategies [34] aggregate data from multiple UAVs
using Bayesian filtering, improves crowd localization across
wide areas. Additionally, surveillance-focused methods [35],
[36] employ density map estimation and clustering techniques
to monitor crowd dynamics. Finally, to support development
and benchmarking, datasets like UAV-Human [37] and simu-
lation platforms such as UAV-CROWD [38] provide annotated
data for human activity classification.

B. UAV NAVIGATION IN DYNAMIC ENVIRONMENTS
Robust object detection, tracking, and trajectory prediction are
critical for UAV navigation in dynamic environments, espe-
cially for SLZ (Safe Landing Zone) identification, collision
avoidance, and real-time planning. Recent works have devel-
oped integrated pipelines that unify these tasks for improved
situational awareness and control.

State-of-the-art object detection and tracking methods,
such as YOLO variants with TensorRT acceleration [39],
Siamese networks [40], and hybrid detection-tracking frame-
works [41], [42], achieve real-time performance under chal-
lenges like occlusion and appearance variation. Enhancements
like memory-augmented detection [43], geo-aware track-
ing [44], GM-YOLO, and transformer-based models [45],
[46] further boost accuracy in complex or crowded scenes.
Trajectory prediction supports anticipatory planning, using
machine learning and reinforcement learning approaches [47].
Methods include multi-trajectory MPC for unstructured envi-
ronments [48], traffic speed forecasting from aerial data [49],
and semantic-aware particle filters [50].

Holistic systems integrate these components with SLAM
and adaptive control for tasks like emergency landing [51],
crowd surveillance [52], and 3D mapping [8]. Some solutions
leverage Re-ID datasets and prediction-based planning for
robust tracking and navigation [53], while others introduce
moving object detection via image registration [54], deep RL
for long-term tracking [55], and car detection aided by road
segmentation [56].

Although deep learning has enabled big leaps scene analy-
sis, SLZ for UAVs identification in dynamic environments is
still a difficult and intricate problem. White most of existing
work is focused on static scene analysis, there is a relatively
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small number of works that addressed dynamic scene analysis
for SLZ prediction. This framework aims to fill this gap by us-
ing a unified, vision-based approach combining segmentation,
object tracking, and trajectory forecasting, ultimately aiming
for robust and precise SLZ mapping toward autonomous UAV
navigation.

III. METHODOLOGY
To build accurate SLZ maps to UAVs in dynamic scenes, we
propose a vision-based framework that integrates static and
dynamic analysis to parse the scene continuously. Our system
combines context-awre semantic segmentation, UAV motion
compensation based on homography, and object trajectory
prediction for detecting potential obstacles. This provides a
continuous updating of SLZs as the scene evolves in time. In
contrast to previous methods that focus solely on static scene
analysis, our framework provides safety maps in real-time,
which reflect evolving landing risks in complex environments.
The full pipeline is illustrated in Fig. 1.

A. MULTIPLE ONLINE OBJECT DETECTION AND TRACKING
To avoid collisions with moving obstacles (e.g., pedestrian,
vehicles) during landing, UAVs must proactively visually an-
alyze their operational space to detect moving objects. By
leveraging real-time object detection and trajectory forecast-
ing, the UAV can dynamically adjust its landing path, either
by waiting for the obstruction to clear or proactively select an
alternative landing area.

To detect moving obstacles, we employ the state-of-the-
art YOLOv11 object detector, known for its high accuracy
and low-latency inference [57]. To boost the performance
for small object detection, we integrate Slicing Aided Hyper
Inference (SAHI) [58], which partitions images into over-
lapping slices before detection to improve resolution. The
detector is trained in an offline setting using a rich and diverse
dataset composed of samples from the Stanford Drone Dataset
(SDD) [59], VisDrone [60], and a curated collection of aerial
imagery via the RobotFlow platform. This training dataset
includes various environments (e.g., urban and rural scenes)
and object types (e.g., humans, animals, bicycles, vehicles
animals) with various lighting conditions, UAV altitudes and
angle of view, to enhance robustness and generalization across
different scenes.

For tracking object trajectory, we use BoxMOT which has
the capability preserving identifications for all tracked ob-
jects over the frame sequence [61]. BoxMOT effectively
achieves also tracking stability under partial occlusions and
fast viewpoint changes, by leveraging appearance embeddings
and motion cues. This enables the UAV to retain accurate
visual information about objects to avoid potential collisions.
Finally, we make use of a predictive module to estimate the
future positions of moving objects from their trajectory his-
tories. This module is an encoder-decoder notwork endowed
with an attention mechanism to boost prediction accuracy, and
is trained on the motion patterns of multiple object types (e.g.,
pedestrians, cars, bicycles). The ultimate role of this module

is to enable the UAV to proactively build a scene object oc-
cupancy map allowing it to adjust its flight plan by possibly
rerouting flying trajectory around high-risk collision zones,
adjusting speed to maintain safe separation with objects, or
altogether selecting alternative landing sites with lower colli-
sion probability.

B. MOVING TRAJECTORY PREDICTION
1) ENCODER-DECODER TRAJECTORY PREDICTION
To predict moving object trajectories, we design a lightweight
sequence-to-sequence model based on Long Short-Term
Memory (LSTM) encoder-decoder network with attention
blocs, as illustrated in Fig. 2. Note that we could have
used Transformer-based models, which are computationally
intensive and require a huge training data. LSTMs offer a
good compromise between efficiency and a lightweight ar-
chitecture, since they have fewer parameters compared to
Transformers while maintaining generally high predictive
accuracy for short sequences [62]. Finally, the integrated at-
tention enables to enhance the model ability to focus on
relevant past trajectory points, improving its handling of com-
plex, dynamic motion patterns. Dropout and multiple LSTM
layers further improve generalization and robustness, making
the approach well-suited for real-time motion forecasting.

The encoder is an LSTM network that processes the input
sequence X = {x1, x2, . . . , xT } and transforms it into a fixed-
length context vector, as follows:

(ht , ct ) = LSTM(xt , ht−1, ct−1), (1)

where ht and ct represent the hidden and cell states at timestep
t . In our case, we use an LSTM with two layers with dropout
applied between them to prevent overfitting.

The decoder is also an LSTM network augmented with an
attention mechanism. At each timestep, it receives the pre-
vious output yt−1 and the context vector ct , and updates its
hidden and cell states as follows:(

h′
t , c′

t

) = LSTM
(
[yt−1; ct ], h′

t−1, c′
t−1

)
, (2)

producing the next predicted output yt . During training,
teacher forcing is applied with a fixed ratio 0.2, using the
ground truth value yt−1 instead of the predicted output to
stabilize learning.

To overcome the limitations of a fixed-length context vec-
tor, an attention mechanism computes a weighted sum of the
encoder outputs, allowing the decoder to focus on the most
relevant parts of the input sequence. The attention weights αt

are computed as:

αt = softmax
(
vT tanh(W[ht ; ei])

)
, (3)

where ht is the decoder’s current hidden state, ei are the
encoder outputs, and W, v are learnable parameters. The full
model integrates the encoder, attention module, and decoder.
It is trained to minimize the mean squared error (MSE) be-
tween predicted and ground truth trajectories.

When an object first enters the scene, there is insufficient
motion history to predict its trajectory. To address this, we
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FIGURE 2. Encoder-decoder architecture for trajectory prediction using attention LSTMs.

FIGURE 3. Illustration of inter-frame homography estimation.

extrapolate the missing past points using average velocity
estimation, ensuring temporal continuity within frame bound-
aries. The resulting trajectories are then passed to an LSTM
model for future point prediction. To mitigate noise-induced
fluctuations, predicted trajectories are smoothed when neces-
sary.

2) INTER-FRAME HOMOGRAPHY ESTIMATION
Let Rt1→t2 and tt1→t2 denote the rotation matrix and trans-
lation vector induced by the UAV motion between two time
instants t1 and t2 = t1 + �t , as illustrated in Fig. 3. Let pt1 =
(xt1, yt1 , zt1 ) and pt2 = (xt2 , yt2 , zt2 ) represent the coordinates
of a 3D point p in the scene, expressed relative to the UAV
camera frame at times t1 and t2, respectively. Then, the fol-
lowing geometric transformation holds:

pt2 = Rt1→t2 pt1 + tt1→t2 (4)

Let dt1 be the altitude of the UAV at instant t1 (i.e., distance
from the UAV to the planar scene), and n be the normal vector
of the scene. Then, we have : dt1 = nT pt1 . Using (4), we
obtain the following relation:

pt2 =
[
Rt1→t2 + tt1→t2

dt1
nT

]
pt1 (5)

Let rt1 = (
xt1
zt1

,
yt1
zt1

, 1) and rt2 = (
xt2
zt2

,
yt2
zt2

, 1) be the homoge-

neous coordinates of pt1 and pt2 projected on the UAV image
at instants t1 and t2, respectively. Then, we can prove that:

rt2 = γ

[
Rt1→t2 + tt1→t2

dt1
nT

]
rt1 = γ Ht1→t2 rt1 , (6)

where γ = zt1
zt2

, and Ht1→t2 =
[
Rt1→t2 + tt1→t2

dt1
nT

]
is the ho-

mography matrix between frame t1 and t2.
The homography matrix, Ht1→t2 has the role of quantify-

ing the projective transformation that relates geometrically
two consecutive frames, t1 and t2 after a global motion. This
transformation plays a crucial role in compensating for per-
spective visual distortions, enabling accurate image alignment
and improved registration [63]. However, a reliable estimation
of Ht1→t2 depends on establishing precise points correspon-
dences between in both frames [64]. When both the UAV and
scene objects are moving, homography estimation becomes
unreliable, as the extracted keypoints may lie on dynamic
objects rather than the static part of the scene, causing the
estimated homography to deviate from the true geometric
transformation between the frames. This difficulty is accen-
tuated in densely dynamic environments, where keypoints are
more likely to lie on moving objects.
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FIGURE 4. Illustration of point matching using patch-based
correspondence.

To reduce the influence of dynamic objects, we adopt a
patch-based correspondence strategy between frames (Fig. 4).
Specifically, small localized patches (e.g., 50 × 50 pixels) are
randomly sampled from frame t1, avoiding regions overlap-
ping with moving objects. Their corresponding matches in
frame t2 are then found using normalized cross-correlation.
Only high-confidence matches are retained to ensure robust
keypoints for estimating the homography matrix Ht1→t2 . To
accelerate this process, we apply two optimization strategies.
First, we perform multi-resolution matching, generating L =
3 scales per frame and beginning the search at the coars-
est scale (� = 3). Matches found at lower resolutions guide
the search in higher ones, significantly reducing the required
window size (typically ± 10pixels). Second, we leverage the
previously estimated homography Ht0→t1 to predict likely
match regions, further narrowing the search space and improv-
ing efficiency. Once a reliable set of keypoints correspondence
is established between two frames, the homography matrix
is computed using the Direct Linear Transform (DLT) algo-
rithm, combined with RANSAC for outlier rejection [64].

C. DYNAMIC SLZ MAPPING AND VISUALIZATION
The final step of our pipeline overlays outputs from all mod-
ules to visualize SLZs, excluding dynamically or structurally
hazardous regions. SLZs typically correspond to flat, obstacle-
free surfaces such as roads, grass, pavement, and sport fields.
This visualization aids rapid pilot decision-making.

To build the safety map, we first map the segmentation
output, consisting in environment categories such as road,
grass, and buildings, into a binary mask selecting regions
corresponding to structurally safe classes. Then, for detected
and tracked moving objects, we extract the center coordinates
and bounding box dimensions. Detected objects are tracked
using YOLOv11 [57] and BoxMot [61]. The past trajectory
points for each track are refined using a homography transfor-
mation (6) to compensate for UAV motion. The refined past
trajectories are then fed into our trajectory prediction model,
depicted in Fig. 2.

Finally, a grayscale safety map is generated over the re-
fined free zone, assigning pixel values from 255 (very safe)
to 0 (unsafe) based on proximity to moving objects. Around
each predicted trajectory, we build a dynamic buffer zone that
reflects the likely occupancy region of the object. This buffer

FIGURE 5. A simple visualization of the occupancy buffer for moving
objects.

resembles an isosceles triangle that expands over time. The
width of this buffer at each point pi along the trajectory is pro-
portional to standard deviation of the prediction error at that
position σi, effectively capturing uncertainty in future motion
at that position (see Fig. 5). Within this buffer, pixel safety
scores are inversely weighted by their distance to the pre-
dicted path, accounting for higher risk in regions of uncertain
motion. Outside the designated buffer zone, pixel values are
computed based on distance to the object center, ensuring that
both immediate and anticipated risks are represented in the
final safety map. This process yields a per-pixel, risk-aware
grayscale representation of the SLZ map, emphasizing safer
zones when their distance to any moving object is high.

D. MODEL SETTING AND IMPLEMENTATION DETAILS
The model is implemented in PyTorch, with both the encoder
and decoder composed of two LSTM layers, each configured
with a hidden state size. A dropout rate of 30% is applied
between LSTM layers to prevent overfitting. Training is per-
formed with a batch size of 32, and optimization is done using
the Adam optimizer. The learning rate is selected through
tuning, and a teacher forcing ratio of 0.1 is used to balance
between ground truth inputs and model-generated predictions
during training.

For object detection, we trained YOLOv11 [57] for 100
epochs using our custom-labeled dataset described in Sec-
tion IV-A2. The training was performed using the AdamW
optimizer with an initial learning rate of 0.0001. To improve
generalization, we applied data augmentation, including hori-
zontal and vertical flipping, brightness and contrast variation,
and random cropping. The network was fine-tuned using
transfer learning from weights pre-trained on COCO, allow-
ing faster convergence and improved performance in aerial
scenes.

For segmentation, we used a U-Net from the Pytorch Seg-
mentation Models Library with an EfficientNet-B2 encoder
pretrained on ImageNet. To further enhance performance, we
integrated dilated convolutions to capture multi-scale con-
textual information and squeeze-and-excitation attention [65]
to improve feature selection in cluttered or complex aerial
scenes. These improvements were specifically designed to
address challenges commonly encountered in UAV-based se-
mantic segmentation, such as detecting small-scale objects
and handling class variability. The training was conducted
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FIGURE 6. Sample RGB images with their corresponding segmentation masks. Distinct colors in the masks indicate different semantic classes.

FIGURE 7. Sample images from the object detection training dataset, along with detection results produced by YOLOv11.

for 150 epochs using a combination of class-balanced cross-
entropy and Dice losses, optimized with Adam and a learning
rate equal of 0.0001. All input images were resized to (512 ×
512) pixels, and standard augmentation techniques (e.g., flip-
ping, rotation, cropping) were used to improve generalization.

IV. EXPERIMENTAL RESULTS
We conducted extensive experiments to validate the pro-
posed framework, evaluating each system component under
diverse scenarios with dynamic environments, varying ob-
ject densities, and terrain types. Comparative analyses with
state-of-the-art methods were also performed to highlight the
strengths and limitations of our approach.

Predicting SLZs in dynamic environments requires under-
standing both the thematic content of the scene (e.g., terrain
classes) and track moving objects (e.g., vehicles, pedestrians).
To train the components of our framework effectively, we used
the following datasets:

A. DATASETS1

1) THEMATIC SEGMENTATION DATASET
To train a robust segmentation model, we compiled a diverse
dataset from multiple sources, including AeroScape [66],
ICG [67], UAVID [26] and images curated from the Web.
These datasets were chosen for their variation in acquisi-
tion parameters, such as camera angle, UAV altitude, and
environmental context, to promote diversity and improve gen-
eralization across deployment scenarios. The final dataset
comprises 2,630 annotated images covering the following
classes: moving obstacle, static obstacle, construction, high
vegetation, road, sky, pavement, grass, and sports field. We
used 2,369 images for training and 260 for validation. Rep-
resentative examples and their corresponding semantic masks
are shown in Fig. 6.

1 Datasets and scenarios can be downloaded at: https://drive.google.
com/drive/folders/1AOQ811FBPP31dMbr37-uGGCyBx0M236F?usp=
drive_link link to download datasets.

2) OBJECT DETECTION DATASET
For object detection, we used publicly available Urban Zone
Aerial Object Detection Dataset [68], with four classes: Per-
son (P), Small Vehicle (SV), Medium Vehicle (MV), and Large
Vehicle (LV). For more diversity, we added images images
from the Stanford Drone and the VisDrone datasets. The final
dataset includes 4,022 images for training and 485 for valida-
tion. Fig. 7 shows sample detections with bounding boxes.

3) TRAJECTORY PREDICTION DATASET
Tracking moving objects is essential to anticipate hazards
and avoid collisions. For trajectory prediction, we gathered
UAV videos showing vehicles, pedestrians, and animals from
various angles and resolutions. Each object’s trajectory was
labeled, and 100 rotational variations were generated per track
to boost diversity. Sequences were formatted with 15 input
and 8 output time steps. The final dataset includes 660,870
training and 73,430 validation samples, enabling robust pre-
diction across diverse scenarios.

4) TEST DEPLOYMENT DATASET
To quantitatively evaluate the quality and robustness of our
SLZ maps, we selected four video sequences that represent
different scenarios of dynamic environments:
� Scenario 1 (S1), 205 frames, altitude � 10m, angle

� 30◦: Shows a road construction site with dynamic
elements such as moving workers, trucks, and cars, and
static obstacles like orange cones and lighting poles. For
this scenario, paved and free object areas can be practical
zones for UAV landing.

� Scenario 2 (S2), 299 frames, altitude � 30m, angle
� 40◦: Depicts a marine environment with an unpaved
road, featuring moving trucks and pedestrians. In this
scenario, the unpaved road is the only viable landing
area, making dynamic scene understanding critical for
accurate SLZ identification.

� Scenario 3 (S3), 245 frames, altitude � 10m, angle
� 25◦: Depics a street with moving pedestrians. In this
scenario, grass and paved areas may appear safe based on
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FIGURE 8. Sample frames from videos used to evaluate safety landing zone prediction.

TABLE 1. Segmentation Performance Comparison Across Two Data
Training Configurations

static scene analysis, but pedestrians frequently traverse
these areas.

� Scenario 4 (S4), 160 frames, altitude � 15m, angle
� 30◦: Shows an urban street containing pedestrians,
cyclists and strollers. Pavement is the only available
landing zone when not occupied by pedestrians.

All videos were recorded at 30 frames/second and manually
annotated for segmentation, object detection, and tracking
(with object IDs), to generate accurate ground truth maps
SLZs. Fig. 8 presents a representative frame from each se-
quence.

B. ABLATION STUDY
1) SEGMENTATION EVALUATION
To assess the generalization ability of our segmentation
model, we conducted experiments under two training data
configurations:
� Configuration I: The model was trained on a compos-

ite dataset including images from AeroScape, ICG, and
UAVid, offering a diverse set of semantic categories and
environmental conditions.

� Configuration II: This configuration extends the first
by incorporating additional images collected from the
web that are thematically aligned with our deployment
scenarios (e.g., urban, parking and construction zones).

Our model evaluation has been carried out on the four
deployment scenarios that were kept strictly unseen fort the
different modules training. The results in Table 1 show a
clear improvement in segmentation performance when the
training dataset is enriched with web-sourced images the-
matically aligned with the deployment environments. While
both configurations achieve high training and validation accu-
racy, Configuration II consistently outperforms Configuration
I on unseen test scenarios, achieving an average mIoU of

TABLE 2. Detection Evaluation in Different Scenarios

84.6% and Dice 91.2% compared to 66.2% and 72.3% ,
respectively. Configuration I, trained only on general aerial
datasets, struggles to generalize well across unseen scene
structures, whereas Configuration II better captures semantic
variability thanks to its exposure to curated samples repre-
senting images close to our testing scenarios. These results
confirm that domain shift can result in drop of segmentation
performance. However, data augmentation enables to enhance
the performance and improve results. This substantial gain
highlights the importance of diversifying data.

2) DETECTION EVALUATION
We targeted multiple object categories relevant to aerial scene
understanding, such as pedestrians and vehicles. Table 2 sum-
marizes the detection performance across training, validation,
and diverse test scenarios. On the training set, the model
achieved high box-level Precision (93.2% ), Recall (79.6% ),
and strong detection accuracy with a mean average precision
mAP@50 of 87.9% . Validation results show similarly strong
generalization with mAP@50 of 85.1% .

Across the four test scenarios, the model consistently per-
formed well. In Scenarios 1, 2 and 3, the model achieved an
excellent detection accuracy with precision and recall above
95% , and mAP@50 values reaching up to 99.5% . Sce-
nario 3 stands out with the highest mAP@50–95 of 90.6%
, highlighting precise multi-scale localization even under oc-
clusions. Although Scenario 4 presents a more complex scene
with a higher object count, the model still performs reliably,
achieving mAP@50 of 93.2% and mAP@50–95 of 60.9% .
These results demonstrate our model robustness and accuracy
in detecting a wide range of object types in complex aerial
environments, enabling reliable support for tasks such as tra-
jectory prediction and SLZ assessment.

3) MULTI-OBJECT TRACKING EVALUATION
To assess multi-object tracking in diverse environments,
we used BoxMot [61], a modular framework combining
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TABLE 3. Evaluating Multi-Object Tracking Across Different Scenarios

object detection and re-identification (ReID). A custom-
trained YOLOv11 served as the base detector, and objects
were tracked across frames using visual embeddings to main-
tain identity despite occlusions or abrupt motion. BoxMot
processes each frame in 15–23 ms, enabling real-time track-
ing.

Tracking performance was evaluated using three met-
rics [69]: 1) Higher Order Tracking Accuracy (HOTA):
Evaluates detection and association accuracies, offering a bal-
anced assessment of object localization and identity tracking,
2) Multiple Object Tracking Accuracy (Mota): Aggregates er-
rors from false positives, false negatives, and identity switches
into a single score, reflecting the overall tracking quality,
3) Identification precision-recall (IDF1): Measures how well
the tracker maintains identity consistency over time. It is the
F1-score of detections that are correctly identified.

We implemented a custom evaluation pipeline to compute
these metrics. Object crops were extracted from video frames,
and visual embeddings were generated using a pre-trained
ResNet-50 model. Cosine similarity between embeddings is
then used to match identities between ground truth and pre-
dictions, constrained by an IoU threshold of 0.3 to ensure
spatial overlap. Matched identities across frames were used
to calculate the metrics.

As shown in Table 3, S1 (construction) had strong IDF1
(96.96% ) but lower MOTA (80.21% ), while S2 (marine) had
balanced performance (HOTA = 94.43% ). S3 (pedestrians)
achieved the best results overall. S4, with similar-looking
pedestrians and occlusions, was most challenging (HOTA =
82.39% , MOTA = 65.99% , IDF1 = 87.45% ). These results
confirm that our pipeline maintains strong identity tracking
(IDF1), with detection accuracy varying by scene complex-
ity. HOTA remains a reliable metric for overall performance
across SLZ scenarios.

4) TRAJECTORY PREDICTION RESULTS
We evaluated our trajectory predictor across four scenarios
representing varying motion complexity, from straight paths
to curved trajectories in dense environments. For each test
sample, we computed the Mean Square Error (MSE) and
Mean Absolute Error (MAE), averaged over the entire set.
Results are summarized in Table 4.

The model performs best in S2 and S3 (straight motion),
with minimal error. S4, involving moderate curvature, showed
slightly higher but acceptable errors. S1, with complex tra-
jectories around moving objects, had the highest MSE and
MAE. Overall, the low error values confirm the model’s

TABLE 4. Evaluating seq2seq Trajectory Prediction

TABLE 5. Evaluation of Safety Map: Inference Across Diverse Examples

ability to generalize across diverse motion patterns. Quali-
tative overlays of predicted versus ground-truth paths (see
Fig. 9) further reveal that even in the most congested scenario,
the model captures both the coarse directionality.

C. SAFETY MAP EVALUATION
To assess similarity between predicted and ground truth safety
maps, we use Weighted Mean Squared Error (WMSE), which
penalizes overestimations (predicting a pixel as safer than it
is) more heavily than underestimations. For each pixel, the
squared error between predicted and true safety values (scaled
0–1) is calculated, with a higher weight if the predicted value
exceeds the ground truth. WMSE is then averaged over all
pixels and images. A WMSE of 0 indicates perfect alignment;
higher values reflect greater deviations.

Table 5 shows results across the four scenarios. S2 per-
formed best (MSE = 6 × 10−4, WMSE = 8 × 10−4), indicat-
ing high accuracy with minimal overestimation. S3 also had
low error (MSE = 15 × 10−4, WMSE = 23 × 10−4), while
S1 showed moderate discrepancies (WMSE = 168 × 10−4).
S4 had the highest errors (MSE = 202 × 10−4, WMSE =
344 × 10−4). This suggests this scene poses more difficulty,
likely due to occlusions or visually ambiguous regions that
make safety estimation more challenging. Fig. 9 presents one
qualitative examples per scenario, comparing predicted and
ground truth heatmaps step by step.

Finally, for qualitative evaluation, we applied our model to
five additional unseen landing scenarios (S5: altitude � 15m,
angle � 15◦, S6: altitude � 20m, angle � 0◦, S7: altitude �
15m, angle � 0◦, S8: altitude � 20m, angle � 5◦, S9: altitude
� 6m, angle � 60◦). Each scenario depicts a distinct envi-
ronment in which the UAV initiates a descent. As illustrated
in Fig. 10, the model consistently predicts SLZ across diverse
scenes. It effectively avoids unsafe regions and exhibits strong
adaptability to varying scene structures, even under challeng-
ing conditions such as partial object occlusions, small object
sizes and cluttered backgrounds. These qualitative results
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FIGURE 9. Visualization of our framework’s heatmap generation across different components. (A) Original RGB image; (B) segmentation prediction;
(C) detection and tracking results (D) trajectory prediction: red lines indicate generated missing past points, blue lines represent the observed past
trajectory, and the green lines show future trajectory predictions; (E) uncertainty visualization: red regions denote the first level of uncertainty along the
predicted trajectory and gray regions indicate the second level of uncertainty based on object movement direction; (F) final SLZ heatmap, ranging from
red (very unsafe) to green (very safe); and (G) ground truth heatmap.

FIGURE 10. Samples from unseen landing scenes (S5, S6, S7, S8 and S9)
depicting: (left) RGB frame, (middle) trajectory prediction, and (right)
predicted safety map.

further support the model’s capacity for generalization and its
practical suitability for real-world UAV deployment.

D. DISCUSSION
The proposed visual-based SLZ mapping framework for dy-
namic scenes demonstrated a strong performance thanks to
the combination of static and dynamic visual scene analysis.
This is achieved through a synergetic combination of context-
aware semantic segmentation, real-time object tracking and
trajectory forecasting. Evaluation tests conducted using var-
ious scene content and object dynamics confirm that this
integration provides accurate and robust SLZ predictions. A
key strength of our framework lies in its ability to accurately
predict moving object trajectories under UAV motion, enabled
by optimized homography computation and multi-scale scene
alignment.

Despite the shown performance, several limitations remain
to achieve and closed-loop and fully robust operational sys-
tem. The trajectory prediction module may struggle in cases
of erratic or abrupt UAV motion such as sudden U-turns or
during extreme maneuvering. Moreover, the reliance on RGB
imagery as the only sensor reduces robustness in occluded
environments, such as dense vegetation or urban canyons
and low visibility conditions such as low illumination, where
critical visual cues may be hard to perceive. Future work
should integrate complementary information such as flying
parameters from Inertial Measure Unit (IMU) or signals from
additional sensing modalities (e.g., infrared, LiDAR) to im-
prove resilience under such conditions.
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Finally, although the framework is optimized for real-time
inference and can already be deployed on embedded GPUs,
deployment on very resource-constrained UAV platforms may
require model compression or pruning to reduce memory
footprint. Another issue is related to extreme domain shifts
where scene variability can be extremely hard to handle for
one monolithic segmentation or detection models. This can
occur, for example, during transitions between natural and
urban areas, or under extreme weather conditions that induce
significant covariate or semantic shifts. One promising re-
search avenue to cope with extreme variability will be to use
multiple specialized models tailored to different scene types,
which can be selectively activated based on contextual cues
[70], [71]. Beyond binary SLZ decisions, segmentation out-
puts could support more fine-grained safety assessments by
incorporating multiple risk levels, identifying scene-specific
hazards (e.g., dynamic agents, uneven terrain), and captur-
ing temporal dynamics such as crowd formation or obstacle
movement.

V. CONCLUSION
We proposed a vision-based framework for SLZ mapping in
dynamic scenes with both object and UAV in motion. By com-
bining static scene analysis, through semantic segmentation
and object detection, with tracking and trajectory forecasting
of moving objects, coupled with UAV motion estimation,
our system ensures that SLZ maps remain accurate and
up-to-date even in highly dynamic scenes. Evaluation tests
on diverse scenarios, including construction sites, suburban
roads, and public parks, demonstrated strong SLZ detection
performance. Beyond the empirical results, the framework of-
fers practical advantages by having a modular architecture that
can be upgraded in the future with lighter and more efficient
versions (e.g., segmentation, tracking, trajectory forecasting).
Also, its capacity of handing multiple objects and closed-loop
architecture that enbales continuous scene reassessment en-
ables UAV real-time adaption to the scene content and safer
landing operations, thereof.
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